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ABSTRACT

Hateful memes spread abusive content through implicit interactions between im-
ages and text, posing serious threats to the safety of online communities. In re-
cent years, multimodal large language models have been widely used for hateful
meme detection and are increasingly adopted to generate explainable detection
results. However, we find that existing explain-then-detect methods often cou-
ple explanation generation and label prediction within the same training process.
This coupling causes interference between task objectives, leading to limited de-
tection performance and even worse results than simple SFT baselines. To ad-
dress these challenges, we propose ProKDA, a progressive knowledge-to-decision
alignment method for explainable hateful meme detection. Inspired by the hu-
man annotation training process, ProKDA first uses an agentic background knowl-
edge construction pipeline to obtain external knowledge related to meme under-
standing. It then adopts a three-stage training strategy that sequentially performs
background knowledge learning, hatefulness detection learning, and hatefulness
boundary alignment. Unlike prior explain-then-detect methods that jointly opti-
mize both tasks, ProKDA focuses on a single training objective at each stage. This
design reduces interference between the two tasks and progressively transforms
background knowledge into robust detection decisions. Experiments on three
public hateful meme benchmarks show that ProKDA achieves state-of-the-art de-
tection performance and provides accurate, explainable, and evidence-supported
decisions for hateful meme moderation.

Content warning: This paper includes examples of hateful or offensive content for research and
analysis purposes, which may be disturbing to some readers.

1 INTRODUCTION

With the rapid development of the Internet and social media, memes have become a prevalent
medium on social media platforms, usually consisting of images and text (Dancygier & Vande-
lanotte, 2017). Their concise, humorous, and highly shareable form makes them an important way
for users to express opinions and emotions (Lestari et al., 2024; Castaño Dı́az, 2013). However,
memes can also be used to incite hatred, manipulate public opinion, and spread prejudice or harmful
values (Davidson et al., 2019; Martinez Pandiani et al., 2025; Kennedy et al., 2022). Hateful memes
not only harm individuals and targeted groups, but also threaten social stability and the health of
online communities (Alafnan, 2025; Sharma et al., 2022). Therefore, accurate and automatic hateful
meme detection is crucial.

∗Corresponding authors

1



Preprint.

Binary Label

Input Small ModelMLLM

MLLMs as 
Auxiliary Modules :

Binary Label

Explanation
Input MLLMRetrievalMLLM

MLLMs as 
Core Detectors :

Binary label

Explanation
Input

Knowledge 
Learning

Detection 
Learning

Boundary 
Alignment

ProKDA
(Ours) :

Figure 1: Comparison of ProKDA with existing MLLM-based methods.

In recent years, the release of several benchmarks has advanced research on hateful meme detection,
such as the Hateful Memes Challenge dataset (HMC) (Kiela et al., 2020) and the Multimedia Auto-
matic Misogyny Identification dataset (MAMI) (Fersini et al., 2022). Early studies mainly focus on
binary classification, i.e., determining whether a meme is hateful or benign. These methods usually
use textual and visual features from memes and improve detection performance through attention
mechanisms or other multimodal fusion strategies (Shang et al., 2021; Suryawanshi et al., 2020;
Kumar & Nandakumar, 2022; Burbi et al., 2023). However, this direct detection paradigm provides
limited explainability, which limits its use in real-world scenarios.

The development of multimodal large language models (MLLMs) (Liu et al., 2024; Chen et al.,
2023; Lu et al., 2024; Bai et al., 2023; Bavishi et al., 2023; Li et al., 2024) provides new opportu-
nities for hateful meme detection. Their visual understanding and cross-modal reasoning abilities
enable them to generate explanations for hateful memes, which can assist human moderation and
support human understanding of hateful content. However, memes often express hatred and abuse
through metaphors (Xu et al., 2022; Hwang & Shwartz, 2023), sarcasm (Chang et al., 2024), and
other implicit forms, making both detection and explainability challenging. Recent studies attempt
to build an explain-then-detect reasoning paradigm through chain-of-thought reasoning (Mei et al.,
2026; Kmainasi et al., 2026; Pan et al., 2026), in which models generate both explanations and
detection labels. These methods further optimize classification accuracy and explanation quality
through supervised fine-tuning (SFT) (Ouyang et al., 2022) and reinforcement learning (RL) tech-
niques such as Group Relative Policy Optimization (GRPO) (DeepSeek-AI, 2025). However, this
paradigm essentially couples explanation generation and label prediction within the same training
process. Such coupling causes interference between the two task objectives (Xu et al., 2026b; Li
et al., 2025), thereby affecting both detection performance and explanation quality.

To address these issues, we propose ProKDA, a Progressive Knowledge-to-Decision Alignment
method. The method is inspired by the human annotation training process: annotators usually first
study annotation guidelines and necessary background knowledge, then annotate samples, and fur-
ther review ambiguous or difficult cases (Zhang et al., 2021). Based on this idea, ProKDA first uses
an agentic background knowledge construction pipeline to generate relevant background knowl-
edge for each training meme. We then design a three-stage progressive training strategy. The first
stage learns background knowledge and its relation to meme expressions, the second stage adapts
the model to hateful meme classification through SFT, and the third stage applies confidence-based
sample filtering and Direct Preference Optimization (DPO) (Rafailov et al., 2023) to refine the detec-
tion boundary. Unlike existing explain-then-detect training paradigms, our strategy assigns a single
training objective to each stage, reducing interference between explanation generation and label pre-
diction. During DPO, we construct preference samples directly from binary labels without complex
reward design, while confidence-based filtering reduces training samples and focuses the model on
boundary cases. In summary, our contributions are as follows:

• We propose a progressive knowledge-to-decision alignment strategy for explainable hateful
meme detection, improving both detection performance and explanation quality.

• Our method simulates the training process of human annotators by progressively per-
forming background knowledge learning, hatefulness detection learning, and DPO-based
boundary alignment on confidence-filtered samples, mitigating task interference between
explanation generation and label prediction.
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• Experimental results show that our method outperforms both direct detection and explain-
then-detect paradigms, achieving state-of-the-art performance on three hateful meme
benchmarks.

2 RELATED WORK

Existing MLLM-based methods can be grouped into two categories: auxiliary-module methods that
provide explanations or knowledge for classifiers, and core-detector methods that directly perform
reasoning and prediction. Their comparison with ProKDA is illustrated in Figure 1.

MLLMs as Auxiliary Modules. These methods typically use MLLMs as interpreters or knowl-
edge generators to support downstream classifiers (Mei et al., 2024; 2025; Tzelepi & Mezaris, 2025).
For example, Lin et al. (2023) distill multimodal reasoning knowledge from large models, while Lin
et al. (2024) use MLLM-based debate to generate harmfulness rationales. Kumari et al. (2024)
obtain multi-level meme analyses through multi-hop prompting, and Garg et al. (2025) convert
MLLM-generated explanations into a knowledge graph for classifier enhancement. Hee & Lee
(2025) further use a frozen MLLM to generate explanatory analyses and combine them with meme
representations for hateful meme detection. Although these studies improve detection performance,
they do not provide direct explanations for meme predictions, leaving their explainability limited
(Lin et al., 2026).

MLLMs as Auxiliary Modules. Recent studies use MLLMs as core units for hateful meme rea-
soning through prompting, agent frameworks, or parameter-efficient fine-tuning (Rizwan et al.,
2026; Liu et al., 2026; Giorgis et al., 2026). For example, Jha et al. (2024) combines an MLLM
and an LLM for harmful meme understanding and intervention generation. Cao et al. (2024) use
task-specific LoRA modules (Hu et al., 2021) for few-shot detection, while Huang et al. (2024)
and Lang et al. (2026) improve MLLM-based detection through retrieval, self-reflection, contrastive
samples, or agent experience summarization. Recent studies further introduce RL for joint detection
and explanation optimization. Kmainasi et al. (2026) use SFT followed by GRPO to optimize label
prediction and explanation quality, while Mei et al. (2026) combine SFT warm-up, curriculum-based
GRPO, and CDE rewards to further improve performance.

Although these methods use MLLMs as core detectors, they still have limitations. Prompting- and
agent-based methods rely heavily on the native reasoning ability of MLLMs, making performance
sensitive to model capacity and prompt design. SFT- and RL-based methods usually optimize expla-
nation generation and label prediction together, which can cause task interference and make it diffi-
cult to balance detection performance and explanation quality (Xu et al., 2026a). To address these
issues, we propose a progressive knowledge-to-decision alignment strategy that separates knowledge
learning, detection learning, and boundary alignment into different stages, reducing task interference
while improving both detection performance and explainability.

3 PRELIMINARIES

Problem Statement. Given a hateful meme dataset D = {(Ii, y∗i )}
N
i=1 where Ii denotes the i-th

meme image and y∗i denotes the ground-truth label, we define hateful meme detection as a binary
classification task. The model is required to generate a textual label y∗i ∈ {yes,no}, where yes
indicates hateful and no indicates benign (Lin et al., 2024).

Supervised Fine-Tuning (SFT). Given an SFT training set Dsft = {(Ii, pi, o∗i )}
N
i=1, where Ii

denotes the i-th meme image, pi denotes the input prompt, and o∗i denotes the desired target text.
Let the MLLM be πθ. SFT minimizes the negative log-likelihood of the target output:

LSFT(θ) = −E(Ii,pi,o∗i )∼Dsft

|o∗i |∑
t=1

logPθ(o
∗
i,t | o∗i,<t, Ii, pi), (1)

where o∗i,t denotes the t-th token in the target output o∗i , and o∗i,<t denotes the tokens before it.
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Figure 2: Overview of ProKDA. ProKDA first constructs a background knowledge corpus through
an agentic pipeline, and then progressively optimizes the MLLM with knowledge learning, detection
learning, confidence-based filtering, and DPO-based boundary alignment.

Direct Preference Optimization (DPO). Given a preference dataset Ddpo = {(xi, y
w
i , y

l
i)}Ni=1,

where xi denotes the input, ywi denotes the preferred response, and yli denotes the non-preferred
response. Let the reference model be πref . DPO optimizes the model by comparing the relative
probabilities of ywi and yli:

LDPO(πθ;Ddpo) = −E(xi,yw
i ,yl

i)∼Ddpo

[
log σ

(
β log

πθ(y
w
i | xi)

πref(ywi | xi)
− β log

πθ(y
l
i | xi)

πref(yli | xi)

)]
, (2)

where σ(·) is the sigmoid function and β controls the preference strength.

4 PROKDA METHODOLOGY

4.1 AGENTIC BACKGROUND KNOWLEDGE CONSTRUCTION

Memes often rely on external background knowledge, such as historical events, public figures, and
cultural symbols. For example, understanding “Holocaust” in Figure 2 requires knowledge of the
event and its antisemitic context. Therefore, we design an agentic pipeline to construct background
knowledge corpus for meme understanding.

Given the i-th meme sample, its image, text, and original hatefulness annotation are denoted as Ii,
Ti, and hi, respectively. Here, hi contains the hatefulness label and the attack target. First, a query
agent Aq generates background knowledge queries for the current meme:

Si = Aq(Ii, Ti, hi). (3)

Here, Si contains one to two concise queries for retrieving key meme-related background concepts
from Wikipedia:

Ri = Retrieve(Si). (4)

We then use an answer agent Aa to convert retrieved content into structured question-answer pairs.
Aa takes Ii, Ti, hi, and Ri as input, and answers three questions: what the text conveys, what the
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visual content conveys, and how the image and text jointly express the meaning. Let these three
questions form a set C = {ctext, cvis, cmm}. The corresponding answer is:

aji = Aa(Ii, Ti, hi, Ri, cj), cj ∈ C. (5)

We compose the three answers into the background knowledge of the current meme:

bi = Compose(atexti , avisi , amm
i ). (6)

Here, bi denotes the background knowledge of the i-th meme, which connects textual and visual
meanings to support the final judgment. The constructed background knowledge corpus is:

Dbg = {(Ii, Ti, hi, bi)}Ni=1 . (7)

4.2 PROGRESSIVE KNOWLEDGE-TO-DECISION TRAINING

Background Knowledge Learning. Based on the background knowledge corpus Dbg, ProKDA
first performs background knowledge learning on the initial MLLM θ0. For the i-th sample, we
format its original annotation hi and background knowledge bi into the target response ybgi =
Format(hi, bi). The model takes the meme and the task prompt as input, and learns to generate
ybgi through SFT. This stage enables the model to acquire meme-related background knowledge and
understand how it supports the final hateful or non-hateful decision. The resulting model θbg is used
for subsequent hatefulness detection learning.

Hatefulness Detection Learning. Initialized from θbg, this stage uses SFT to adapt the model
to the binary detection task, producing the hatefulness detection model θdet. The model directly
outputs a concise hatefulness judgment instead of detailed explanations, converting background
understanding into detection capability for subsequent boundary-sample alignment.

Confidence-Based Sample Filtering. ProKDA selects boundary samples for subsequent DPO
training based on model confidence. This process simulates the further decision review of ambigu-
ous or uncertain samples in human annotation. We use the model θdet to perform inference on the
whole training set, and identify low-confidence samples based on the prediction distribution over
hateful and benign labels. Given a meme sample Mi = (Ii, Ti), the model outputs the logits for
hateful and benign judgments given the detection prompt pdet:

zi = Fθdet(Ii, Ti, pdet), (8)

where zi = [zyesi , znoi ] denotes the logits for the two labels. The label probabilities are obtained by
softmax:

[pyesi , pnoi ] = Softmax([zyesi , znoi ]). (9)
The prediction confidence of the model on sample Mi is defined as:

γi = max(pyesi , pnoi ). (10)

We set τ ∈ [0.5, 1]. Samples with γi ⩾ τ are classified with high confidence, while samples with
γi < τ are treated as boundary samples, since they lie near the current decision boundary. Therefore,
we construct the boundary sample set as:

Dbd = {Mi ∈ Dtrain | γi < τ}. (11)

Dbd is used in the hatefulness boundary alignment stage, allowing the model to focus only on
ambiguous samples that are difficult to judge reliably.

Hatefulness Boundary Alignment. Based on the boundary sample set Dbd, ProKDA applies
DPO to refine the hatefulness decision boundary. This stage calibrates the model on low-confidence
samples, improving its ability to handle ambiguous cases. Since hateful meme detection is a binary
classification task, we directly construct preference pairs from gold labels. For each Mi ∈ Dbd, the
gold-label response is used as the preferred response ywi , while the flipped-label response is used as
the non-preferred response yli. We then obtain the DPO training set:

Ddpo =
{(

Mi, pdet, y
w
i , y

l
i

)
| Mi ∈ Dbd

}
. (12)

Starting from θdet, we train the model on Ddpo with the DPO objective to obtain the final model
θalign. This stage further calibrates the decision boundary on low-confidence samples.
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5 EXPERIMENTS

5.1 EXPERIMENTAL SETUP

Datasets and Tasks. We evaluate ProKDA on three meme classification datasets: HMC, MAMI,
and PrideMM (Shah et al., 2024). HMC covers different types of hateful memes, MAMI focuses
on misogynous memes, and PrideMM focuses on LGBTQ+-related stances. We conduct binary
classification on all datasets, classifying each meme as hateful or benign. We also evaluate model-
generated explanations on HMC, since it provides human explanation annotations through HatReD
(Hee et al., 2023). Detailed dataset descriptions and statistics are provided in Appendix B.

Evaluation Metrics. For classification, we follow existing work (Lu et al., 2025) and use ac-
curacy, macro-F1, and weighted-F1 as metrics. For explanation quality, we use LLM-as-a-judge
(Wang et al., 2023; Yang et al., 2023) and human evaluation to assess model-generated explanations
against human references. Detailed evaluation settings are provided in Appendix E, and the results
of explanation quality evaluation are reported in Section 5.6.

5.2 BASELINE MODELS

Table 1 compares ProKDA with a comprehensive set of baselines based on Qwen2.5-VL-3B and
Qwen2.5-VL-7B (Qwen Team, 2025). We briefly describe the baseline settings below, with imple-
mentation details and ProKDA prompts provided in Appendices C and D.

SFT & DPO. We build two SFT baselines to compare the direct detection and explain-then-detect
paradigms. SFT (Explain-then-Detect) uses the background knowledge explanations constructed
in Section 4.1 and gold labels as target responses, while SFT (Direct Detection) uses only gold
labels for direct binary prediction. For DPO, we use the gold-label and flipped-label responses as
the preferred and non-preferred responses, respectively. All SFT and DPO baselines use the same
hyperparameter settings as ProKDA.

MLLMs as auxiliary modules. We compare ProKDA with representative methods that use
MLLMs to provide auxiliary reasoning or knowledge for detection. ExplainHM (Lin et al., 2024)
uses MLLM debates to generate reasoning for a small language model detector, while M2KE (Lu
et al., 2025) uses multiple agents to obtain high-quality rationales as knowledge-enhanced informa-
tion for the subsequent detector.

MLLMs as core detectors. We compare ProKDA with training-free and training-based methods
that use MLLMs as core detectors. Training-free methods, including U-CoT+ (Pan et al., 2026),
LoReHM (Huang et al., 2024), MIND (Liu et al., 2025), and ALARM (Lang et al., 2026), rely
on prompting, retrieval, reflection, or agent experience summarization. Training-based methods,
including MemeReason (Kmainasi et al., 2026), RA-HMD (Mei et al., 2025), and ExPO-HM (Mei
et al., 2026), further optimize MLLMs through SFT, RL, or reasoning-quality rewards. We exclude
closed-source models such as the OpenAI series because safety filtering may block responses to
highly harmful memes.

5.3 COMPARING PROKDA TO BASELINES

Table 1 compares ProKDA with existing methods on HMC, MAMI, and PrideMM. Background
knowledge quality analysis is provided in Appendix F, and qualitative analysis and error cases are
provided in Appendix H. We summarize the key observations below.

Explain-then-detect methods hurt classification performance. We first compare the two SFT
baselines. SFT (Explain-then-Detect) consistently underperforms SFT (Direct Detection), indicating
that jointly optimizing explanation generation and label prediction introduces task interference and
hurts classification performance. Similarly, training-free explain-then-detect methods (#3-#6) also
underperform the task-specific trained method RA-HMD. These results suggest that simply adding
explicit rationales through CoT prompting or explanation-supervised post-training does not reliably
improve hateful meme detection.
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Table 1: Comparison between ProKDA and baseline methods. Accuracy (ACC), macro-F1 (M-F1),
and weighted-F1 (W-F1) are used as evaluation metrics (%). Bold and underlined values denote the
best and second-best results, respectively.

# Model HMC MAMI PrideMM
Acc M-F1 W-F1 Acc M-F1 W-F1 Acc M-F1 W-F1

MLLMs as Auxiliary Modules

1 ExplainHM (LLaVA-v1.5-13B) 75.60 75.39 - - - - - - -
2 M2KE (LLaVA-v1.5-13B) 75.76 75.62 - 75.85 75.71 - - - -

MLLMs as Core Detectors (Training-Free)

3 U-CoT+ (Qwen2.5-14B) 72.50 72.41 - 79.90 79.89 - 71.60 71.37 -
4 LoReHM (LLaVA-34B) 65.60 65.59 - 75.40 75.28 - - - -
5 MIND (LLaVA-v1.6-34B) 66.40 68.38 - 73.60 75.38 - - - -
6 ALARM (Qwen2.5-VL-72B) 75.80 75.79 - 81.28 81.25 - - - -

MLLMs as Core Detectors (Training-Based)

7 MemeReason (Qwen3-VL-8B) 81.20 79.00 81.00 - - - - - -
8 RA-HMD (Qwen2.5-VL-7B) 80.80 80.10 - 81.00 81.00 - 78.00 77.80 -
9 ExPO-HM (Qwen2.5-VL-7B) - 81.10 - - 82.30 - - 78.70 -

10 Qwen2.5-VL-3B
11 Zero-shot 63.10 61.99 62.12 61.80 57.44 57.44 65.09 64.24 64.38
12 SFT (Explain-then-Detect) 67.00 65.22 65.38 69.70 68.63 68.63 66.86 66.81 66.84
13 SFT (Direct Detection) 72.20 71.07 71.18 77.50 76.99 76.99 74.36 74.35 74.36
14 DPO 71.60 70.24 70.36 76.40 75.65 75.65 74.75 74.75 74.73
15 ProKDA 80.20 80.19 80.20 78.70 78.13 78.13 75.74 75.72 75.70
16 Qwen2.5-VL-7B
17 Zero-shot 63.40 60.19 60.42 56.30 47.31 47.31 58.19 51.10 51.58
18 SFT (Explain-then-Detect) 72.00 70.93 71.04 75.00 74.34 74.34 76.53 76.48 76.51
19 SFT (Direct Detection) 75.60 75.15 75.22 78.90 78.37 78.37 77.71 77.71 77.72
20 DPO 74.30 73.65 73.73 77.30 76.60 76.60 76.53 76.53 76.53
21 ProKDA 83.50 83.41 83.44 83.10 83.08 83.08 80.28 80.27 80.28

Task-specific training is more important than model scaling. Training-free methods generally
underperform training-based methods when MLLMs are used as core detectors. Even ALARM
with Qwen2.5-VL-72B underperforms ExPO-HM with Qwen2.5-VL-7B by 5.31 M-F1 on HMC,
while zero-shot Qwen2.5-VL-3B/7B (#11, #17) also trail their SFT/DPO variants. This suggests
that scaling alone cannot replace task-specific training.

Gold-label-only post-training shows a clear upper bound. SFT (Direct Detection) and DPO
improve over zero-shot inference on all three datasets, but still lag behind stronger training-based
methods such as MemeReason and RA-HMD. The small gap between SFT (Direct Detection) and
DPO suggests that gold-label-only optimization reaches a limited performance ceiling. Moreover,
these methods focus on final labels rather than faithful explanations for memes, limiting their ex-
plainability in real-world moderation.

ProKDA achieves stable improvements across datasets and model scales. ProKDA based on
Qwen2.5-VL-7B achieves the best overall performance on all three datasets, outperforming ExPO-
HM and other baselines. On HMC, it improves W-F1 by 10.9% and 13.2% over the correspond-
ing SFT (Direct Detection) and DPO versions, respectively. ProKDA based on Qwen2.5-VL-3B
also consistently outperforms its SFT and DPO counterparts and even surpasses ALARM on HMC.
Increasing the model scale further strengthens ProKDA (#15→#21), confirming its effectiveness
across datasets and model scales.

5.4 ABLATION STUDY OF PROKDA COMPONENTS

We conduct an ablation study on the three training stages of ProKDA on HMC to analyze the con-
tribution of each stage. The results are shown in Table 2.
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Table 2: Ablation study of ProKDA components.

Components Qwen2.5-VL-3B Qwen2.5-VL-7B
# Stage 1 Stage 2 Stage 3 Acc M-F1 W-F1 Acc M-F1 W-F1

1 - - - 63.10 61.99 62.12 63.40 60.19 60.42
2 ✓ - - 68.50 68.42 68.39 74.70 74.63 74.61
3 - ✓ - 72.20 71.07 71.18 75.60 75.15 75.22
4 ✓ ✓ - 76.50 76.02 76.09 81.90 81.76 81.79
5 - ✓ ✓ 76.20 75.80 75.87 80.40 80.27 80.31
6 ✓ ✓ ✓ 80.20 80.19 80.20 83.50 83.41 83.44

Background knowledge
learning provides the
basis for progressive
detection. Background
knowledge learning (Stage
1) provides a key foun-
dation for subsequent
progressive training. With
only Stage 1, the model
already outperforms zero-
shot inference. Applying
Stage 2 on top of Stage 1
(#4) also performs better than using Stage 2 alone (#3), with W-F1 gains of 4.91 and 6.57 for
the 3B and 7B models, respectively. Similarly, introducing Stage 1 into the Stage 2+3 setting
(#6 vs. #5) further improves W-F1 by 4.33 and 3.13. These results show that Stage 1 helps
the model acquire meme-related background knowledge and connect it with implicit semantics,
background references, and attack intentions, providing a stronger basis for hatefulness detection.
This observation is also consistent with Mei et al. (2026).

Hatefulness detection learning and boundary alignment refine the decision boundary. Hate-
fulness detection learning (Stage 2) adapts the model to the detection task. Using only Stage 2
improves W-F1 by 9.06 and 14.8 over zero-shot inference for the 3B and 7B models, while applying
it after Stage 1 (#4) brings gains of 7.70 and 7.18. Boundary alignment (Stage 3) further improves
performance, with gains of 4.11 and 1.65 when added on top of Stage 1+2 (#6 vs. #4). These results
show that Stage 3 refines the decision boundary and helps the model handle ambiguous samples.

5.5 ANALYSIS OF CONFIDENCE-BASED SAMPLE FILTERING

We analyze confidence-based sample filtering through threshold effects and training-set confidence
distributions. Additional analyses on confidence-interval accuracy and qualitative examples are pro-
vided in Appendix G.
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Figure 3: Performance under different confidence thresholds.

Effect of Confidence Thresh-
olds on Boundary Alignment.
Figure 3 shows the results un-
der different confidence thresh-
olds τ . The optimal thresh-
old depends on model scale:
Qwen2.5-VL-3B performs best
at τ = 0.8, while Qwen2.5-
VL-7B performs best at τ =
0.6. We believe this is related
to how well the model learns the
training samples during hateful-
ness detection learning. For the
7B model, most samples already
have confidence scores much higher than 0.8, indicating that it has sufficiently learned most samples
and Stage 3 only needs to focus on low-confidence boundary samples. In contrast, Qwen2.5-VL-3B
has a more dispersed confidence distribution, suggesting that the smaller model still benefits from in-
cluding more medium-confidence samples for boundary alignment. Moreover, using all samples for
Stage 3 often degrades performance by distracting the model from difficult cases. Confidence-based
filtering instead preserves ambiguous boundary samples for more effective alignment.

Model Confidence Distributions on Training Sets. Figure 4 shows the confidence distributions
of Qwen2.5-VL-3B and Qwen2.5-VL-7B on the three training sets. The 7B model mainly concen-
trates in the [90,100] interval, while the 3B model is more dispersed. This suggests that the 7B
model learns most samples more thoroughly, making low-confidence samples more indicative of
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Figure 4: Model confidence distributions across different training sets.

boundary uncertainty. In contrast, the dispersed distribution of the 3B model suggests the need to
include more medium-confidence samples for boundary alignment.

5.6 EXPLAINABILITY EVALUATION

Table 3: Explanation evaluation of hateful memes, including Informativeness (Info.), Readability
(Read.), Soundness (Sound.), and Persuasiveness (Pers.).

GPT-4o mini GPT-5 Human
Qwen w/ Stage 1 ProKDA Qwen w/ Stage 1 ProKDA Qwen w/ Stage 1 ProKDA

Info. 2.93 4.08 4.25 2.20 3.62 3.83 2.35 3.74 3.94
Read. 4.34 4.62 4.78 4.50 4.73 4.87 4.47 4.75 4.79
Sound. 2.83 4.05 4.23 1.98 3.33 3.56 2.14 3.51 3.67
Pers. 2.73 4.05 4.21 2.08 3.53 3.74 2.39 3.82 4.06

In this section, we evaluate the quality of model-generated meme explanations. Since textual expla-
nations are diverse and have no fixed standard answer, we follow (Lin et al., 2024; Lu et al., 2025)
and use both LLM-as-a-judge and human evaluation. We evaluate four dimensions: informativeness,
readability, soundness, and persuasiveness, each scored on a 5-point Likert scale (see Appendix E.4
for detailed prompts). GPT-4o mini and GPT-5 serve as LLM judges, while three computer science
master’s students with experience in hateful meme annotation conduct human evaluation. We eval-
uate Qwen2.5-VL-7B on the HMC test set with human gold explanation annotations (Hee et al.,
2023), comparing the original model, the model after background knowledge learning (w/ Stage 1),
and ProKDA. The results are shown in Table 3.

ProKDA consistently improves the quality of model-generated explanations. Based on Ta-
ble 3, we make the following observations. First, w/ Stage 1 outperforms the original model on
all four dimensions, showing that background knowledge learning improves meme understanding.
Second, both w/ Stage 1 and ProKDA achieve clear gains in informativeness, soundness, and per-
suasiveness, indicating that the agentic background knowledge construction pipeline provides useful
contextual evidence for explaining implicit hateful meanings. Third, the improvement in readability
is relatively small, because the original model already has strong text generation ability. Finally,
ProKDA further outperforms w/ Stage 1 on all four dimensions. This suggests that background
knowledge alone is not enough: without explicit hatefulness detection learning, explanations may
fail to focus on hateful intent. ProKDA addresses this by aligning background knowledge with
detection decisions, making explanations more consistent with hateful intent and human references.

6 CONCLUSION

We propose ProKDA, combining agentic knowledge construction and progressive fine-tuning for
explainable hateful meme detection. Experiments show that ProKDA achieves strong detection and
explanation performance across datasets. Limitations and future work are in Appendix I.
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REPRODUCIBILITY STATEMENT

We provide the LLM usage statement in Appendix A. Detailed dataset usage and statistics are
provided in Appendix B. The experimental settings, implementation details, software versions,
hardware configurations, and hyperparameter settings are described in Appendix C to support re-
producibility. The prompts used in ProKDA and the evaluation prompts are provided in Appen-
dices D and E, respectively. Additional analyses, including background knowledge quality analysis,
confidence-based sample filtering analysis, and qualitative analysis, are reported in Appendices F, G,
and H. Limitations, future work, and ethical considerations are discussed in Appendices I and J.
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A LLM USAGE STATEMENT

In the process of developing this work, we utilized LLMs for grammar correction and occasionally
as a rewriting tool.

B DATASET DETAILS AND STATISTICS

B.1 DATASET DETAILS

HMC. The Hateful Memes Challenge (HMC) (Kiela et al., 2020) is released by Meta AI and
contains 10,000 meme samples for binary hate speech detection. The dataset covers attacks against
protected groups, such as race, religion, gender, and disability. It also constructs benign confounders
by modifying the image or text to convert hateful samples into non-hateful ones, thereby challenging
the model’s ability to understand image-text interactions and multimodal hateful intent.

MAMI. Multimedia Automatic Misogyny Identification (MAMI) (Fersini et al., 2022) is a mul-
timodal misogynous meme detection dataset released in SemEval-2022 Task 5. It contains 10,000
training samples and 1,000 test samples. The dataset requires models to determine whether a meme
is misogynous and further identify misogyny types, such as shaming, stereotype, objectification, and
violence. Since the discriminatory meanings are often implicitly expressed through images, text, and
their interactions, MAMI is widely used to evaluate the model’s ability to understand multimodal
gender-discriminatory content.

PrideMM. PrideMM (Shah et al., 2024) is a multimodal meme dataset for the LGBTQ+ Pride
movement, containing 5,063 memes collected from Facebook, Twitter, and Reddit. The dataset is
annotated for four tasks: hate detection, hate target classification, stance classification, and humor
detection. The hate targets include undirected, individual, community, and organization. PrideMM
focuses on hate, stance, and humor expressions in LGBTQ+-related online contexts, making it suit-
able for evaluating the model’s ability to understand complex multimodal meme content.

B.2 DATASET STATISTICS

Binary Classification Statistics. Table 4 shows the dataset statistics of HMC, MAMI, and
PrideMM.

Attack Targets. For HMC, Table 5 reports the statistics of social categories, and we treat these
social categories as attack targets. For MAMI, since the dataset focuses on misogynous content, we
regard women as the attack target. For PrideMM, Table 6 reports the statistics of hate targets, and
we use the annotated hate target categories as attack targets.

Human Explanation Annotation Statistics. For human-annotated meme explanation data, we
use HatReD (Hee et al., 2023), which provides human rationale annotations for hateful memes in
HMC. The training and test sets of HatReD are from the train split and dev seen split of HMC,
respectively. The detailed statistics are shown in Table 7.

Table 4: Statistical summary of datasets.

HMC MAMI PrideMM
#Benign #Hate #Benign #Hate #Benign #Hate

Train 5450 3050 5000 5000 2208 2120
Test 500 500 500 500 260 247
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Table 5: Statistics of social categories in HMC.

Social Category train dev unseen dev seen

Religion 1078 77 95
Race 1008 63 78
Sex 746 46 56

Nationality 325 20 26
Disability 255 17 22

Table 6: Statistics of hate targets in PrideMM.

Hate Targets Train Test

Benign 2208 260
Undirected 666 68
Individual 219 19

Community 986 122
Organization 249 38

Table 7: Dataset statistics of HatReD. HatReD only includes explanations for hateful memes, with
the training and test sets derived from the train and dev seen splits of HMC, respectively.

HatReD

Train 2982
Test 246

Total 3228

C EXPERIMENT SETUP AND IMPLEMENTATION DETAILS

All experiments are conducted on two NVIDIA RTX 4090 GPUs, including zero-shot evaluation,
SFT, DPO, and ProKDA. To ensure fair comparison, we keep the training settings consistent with
ExPO-HM (Mei et al., 2026). Except for zero-shot evaluation, all fine-tuning experiments use
LoRA, with r = 64 and α = 128. We use LLaMA-Factory 0.9.5 for SFT and DPO training,
and follow its official settings for other hyperparameters. All training tasks are run for 3 epochs, and
the best checkpoint is selected based on validation performance.

For SFT (Explain-then-Detect), the target response follows the <think>...</think>
<answer>...</answer> format, with the explanation in <think> and the final label in
<answer>. The detailed evaluation prompt is provided in Appendix E.2.

ProKDA. In the agentic background knowledge construction stage, we use GPT-4o to implement
the two agents. For the hyperparameter τ , we set it to 0.8 for Qwen2.5-VL-3B and 0.6 for Qwen2.5-
VL-7B. For baseline models, we mainly report the results from their original papers on the same
datasets to ensure a complete comparison.

D DETAILED PROMPT DESIGN IN PROKDA

In the agentic background knowledge construction stage, the prompts for the query agent and the
answer agent are as follows:

Prompt 1. The Prompt for Query Agent

• Instruction:
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You are a Wikipedia search query generator for multimodal meme analysis. Given a meme
image, meme text, hateful label, and attack target(s), your task is to generate one or two concise
search queries that can retrieve the most relevant background knowledge from Wikipedia.

Inputs:
- Meme image: <image>
- Meme text: {meme text}
- Hateful label: {hateful label}
- Attack target(s): {attack target}

Requirements:
1. The queries should capture the key background knowledge needed to understand the hateful
implication of the meme.
2. The queries should reflect the relationship between the attack target(s) and the stereotype,
discrimination, dehumanization, or historical/cultural reference implied by the meme.
3. Prefer short Wikipedia-style keyword phrases rather than full sentences.
4. Prefer commonly used terms that are likely to match Wikipedia article titles or related
concepts.
5. Avoid generic, overly broad, or overly long queries.
6. Do not simply repeat the meme text or the attack target.
7. Generate at most two queries, ordered by relevance.
8. Do not output explanations or reasoning.
9. Output json only.

Output format:
{

“search queries”: “[<query 1>, <query 2>]”
}

Prompt 2. The Prompt for Answer Agent

• Instruction:

You are a background knowledge QA generator for multimodal meme understanding. Given
a meme image, meme text, hateful label, annotated attack target(s), and retrieved Wikipedia
knowledge, your task is to generate three question-answer pairs that explain the meme from
textual, visual, and multimodal perspectives.

Inputs:
- Meme image: <image>
- Meme text: {meme text}
- Hateful label: {hateful label}
- Attack target(s): {attack target}
- Wikipedia knowledge: {wikipedia knowledge}

Requirements:
1. Generate exactly three question-answer pairs.
2. The first QA pair should explain what the meme text conveys.
3. The second QA pair should explain what the visual content conveys.
4. The third QA pair should explain how the image and text interact to convey the overall
meaning.
5. Use the retrieved Wikipedia knowledge only when it is relevant to understanding the meme.
6. The answers should be concise, informative, and grounded in the given annotation and
retrieved knowledge.
7. Do not introduce unsupported external information.
8. Output JSON only.
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Output format:
{

qa pairs: [
{

“question”: “What does the meme text convey?”,
“answer”: “”

},
{

“question”: “What does the visual content convey?”,
“answer”: “”

},
{

“question”: “How do the image and text jointly convey the overall meaning?”,
“answer”: “”

}
]

}

E EVALUATION PROMPTS

E.1 HATEFUL MEME DETECTION EVALUATION

For hateful meme detection evaluation, we use a unified evaluation prompt, as shown below:

Prompt 3. The Prompt for Hateful Meme Detection Evaluation

• Instruction:

Is it hateful? The answer should be Yes or No, if the meme is hateful than output Yes; if the
meme is Benign than output No.

E.2 EXPLAIN-THEN-DETECT EVALUATION

For SFT (Explain-then-Detect) evaluation, we use a separate prompt that follows the explain-then-
detect format, as shown below:

Prompt 4. The Prompt for Explain-then-Detect Evaluation

• Instruction:

Is it hateful? Output the thinking process in <think> </think> and final answer in
<answer> </answer> tags. The answer should be Yes or No, if the meme is hateful than
output Yes ; if the meme is Benign than output No. The output format should be as follows:
<think> ... </think> <answer>...</answer> Please strictly follow the format.

E.3 BACKGROUND KNOWLEDGE QUALITY EVALUATION

In the background knowledge quality evaluation, we use LLM-as-a-judge to evaluate the meme
explanations generated by ProKDA and GPT-4o. The evaluation prompt is designed as follows:

Prompt 5. The Prompt for Background Knowledge Quality Evaluation

• Instruction:

Your task is to evaluate which model provides a better explanation for the given meme.

You will be given:
1. The meme image.
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2. A human reference rationale explaining why the meme is hateful.
3. Explanation A generated by Model A.
4. Explanation B generated by Model B.

Please compare Explanation A and Explanation B from the following two dimensions:
1. Informativeness: Evaluate which explanation provides more sufficient, specific, and relevant
information.
2. Consistency with the human reference rationale: Evaluate which explanation is more
consistent with the human reference rationale.

Human reference rationale:
{human reference}

Explanation A:
{explanation A}

Explanation B:
{explanation B}

Output strictly in the following format:
Informativeness: [A/B/Tie]
Consistency with human reference rationale: [A/B/Tie]
Reason: [1-2 sentences]

E.4 MEME EXPLANATION EVALUATION

In the explainability evaluation, we use the following prompt for LLM-as-a-judge evaluation:

Prompt 6. The Prompt for Meme Explanation Evaluation

• Instruction:

Your task is to evaluate how well the model-generated explanation semantically matches the
human reference rationale for a hateful meme.

Evaluation dimensions:
1. Informativeness: Whether the model explanation provides sufficient and relevant informa-
tion.
2. Readability: Whether the model explanation is fluent, grammatically correct, and clearly
structured.
3. Soundness: Whether the model explanation is logically valid and consistent with the meme
content and the human reference rationale.
4. Persuasiveness: Whether the model explanation convincingly explains why the meme is
hateful.

Each dimension should be scored on a 1-to-5 Likert scale, where 1 indicates the poorest quality
and 5 indicates the best quality.

Human reference rationale:
{human reference}

Model-generated explanation:
{model reasoning}

Output strictly in the following format:
Informativeness: [1-5]
Readability: [1-5]
Soundness: [1-5]
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Persuasiveness: [1-5]

Explanation: [1-2 sentences]

E.5 QUALITATIVE ANALYSIS EVALUATION

In the qualitative evaluation, our prompt is designed as follows:

Prompt 7. The Prompt for Qualitative Analysis Evaluation

• Instruction:

Is this meme hateful? If yes, how do the meme image and text work together to convey hate?

F BACKGROUND KNOWLEDGE QUALITY ANALYSIS

We analyze the quality of the background knowledge generated in Section 4.1, with results shown in
Figure 5. We randomly sample 100 hateful memes from HMC and compare ProKDA with GPT-4o,
which directly generates explanations from memes and human labels. We evaluate the explanations
using LLM-as-a-judge and human evaluation on informativeness and consistency with human ex-
planations (Hee et al., 2023). For each sample, evaluators choose the better explanation or mark a
tie. GPT-4o mini and GPT-5 serve as LLM judges, while two computer science master’s students
experienced in hateful meme annotation and evaluation conduct human evaluation. We report the
average preference ratio and shuffle explanation order to avoid positional bias.

ProKDA Tie GPT-4o

Human
Info.

Cons.

82 11

678 16

7

GPT-4o mini
Info.

Cons. 82 2

89 2 9

16
GPT-5

Info.

Cons.

91

87

4

11

5

2

Figure 5: Preference-based evaluation of generated
background knowledge.

Agentic background knowledge con-
struction outperforms direct explana-
tion generation. ProKDA consistently
outperforms GPT-4o in both informative-
ness and consistency. Under LLM-as-a-
judge evaluation, ProKDA obtains pref-
erence ratios above 80% on both dimen-
sions. Human evaluation shows the same
trend, while the preference ratios of GPT-
4o remain below 10%. The tie ratios ex-
ceed 10%, mainly because some memes
contain limited information, allowing both
methods to cover the necessary content.
Overall, these results show that ProKDA
generates more informative explanations
that better align with human reference ex-
planations, providing a solid foundation
for subsequent training.

G ANALYSIS OF CONFIDENCE-BASED SAMPLE FILTERING

Training-set Prediction Accuracy across Confidence Intervals. Figure 6 shows the training-set
accuracy of Qwen2.5-VL-3B and Qwen2.5-VL-7B across confidence intervals on the three datasets.
Both models achieve the highest accuracy in the [90,100] interval, with most results above 95%,
showing that high-confidence predictions are more reliable. In contrast, accuracy drops clearly in
the [50,60) interval, indicating that low-confidence samples are difficult to distinguish. This trend
shows that confidence reflects how well the model learns each sample and helps select difficult
samples with higher training value.

Qualitative Analysis of Samples across Confidence Levels. We further analyze representative
HMC examples from different confidence intervals using Qwen2.5-VL-7B. As shown in Figure 7,
we randomly select one hateful and one benign meme from each of the low-confidence interval
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Figure 6: Training-set prediction accuracy across confidence intervals.

γi < 0.6 and the high-confidence interval γi > 0.9. High-confidence examples are easier to judge,
while low-confidence examples are more ambiguous: the hateful meme requires joint reasoning over
text, vision, and background knowledge, and the benign meme contains misleading sensitive words
or attack cues. These examples suggest that low-confidence samples better reflect difficult boundary
cases, supporting their use for hatefulness boundary alignment.

Hateful Benign Hateful Benign

𝛾𝛾𝑖𝑖 > 0.9(b) 𝛾𝛾𝑖𝑖 < 0.6(a) 

Figure 7: Examples of low- and high-confidence samples.

H QUALITATIVE ANALYSIS OF PROKDA

H.1 CASE STUDY

Figures 8–13 show representative cases where ProKDA corrects the mispredictions made by the
baselines, demonstrating its advantages in both prediction accuracy and explanation quality.

In Figures 8–10, Qwen2.5-VL-7B fails to effectively perform joint reasoning over the meme text
and visual content, and therefore fails to identify the hateful intent. In contrast, both the model with
Stage 1 and ProKDA capture key background information and make correct predictions, showing
that background knowledge learning helps improve the model’s ability to understand memes.

In Figures 11–13, both Qwen2.5-VL-7B and w/ Stage 1 make incorrect predictions, indicating
that recognizing only partial background information is still insufficient for understanding complex
meme samples. In contrast, ProKDA further connects background knowledge, visual cues, and tex-
tual content, thereby accurately inferring the implicit hateful intent and generating more reasonable
explanations.

H.2 ERROR ANALYSIS

When analyzing the cases misclassified by Qwen2.5-VL-7B, w/stage 1, and ProKDA, we find that
these errors mainly stem from highly implicit hateful memes. Such samples usually do not contain
explicit insulting words or clear attack targets. Instead, their hateful meanings rely on joint reason-
ing over textual implications, visual cues, and the overall interaction within the meme. Since the
potential attack target is often hidden in visual identity, metaphor, or contextual associations, these
models struggle to identify the attack intent and link it to a specific protected group. Therefore,
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even ProKDA fails to correct these cases. These samples are inherently ambiguous, and human
annotators may also misclassify them Kiela et al. (2020). Figures 14–16 show three representative
cases.

As shown in Figure 14, the meme uses the seemingly meaningless absurd statement “potato is my
favorite color of the alphabet” to implicitly portray the person in the image as extremely unintelli-
gent. The model fails to recognize the negative depiction of cognitive ability in the absurd text, and
also fails to link this depiction to stereotypes associated with people with intellectual disabilities.

As shown in Figure 15, the meme combines the image of a goat with the sexually suggestive text
“thank god my ass needed a break”, implicitly portraying men as using goats as sexual objects to
satisfy their needs. This constitutes derogation and dehumanization of men as a group. The model
fails to identify the implicit target of sexual humiliation in the interaction between the visual content
and the text, and therefore misclassifies it as ordinary humor.

As shown in Figure 16, the meme appears to show an ordinary scene in which two people are making
“vegetable soup” in a kitchen. However, when considered together with the depiction of people with
intellectual disabilities in the image, the word “vegetable” is used as a derogatory metaphor that
implicitly compares this group to “vegetables”, thereby constituting an attack. The model fails to
identify the implicit depiction of people with intellectual disabilities during visual analysis, and
therefore fails to recognize the discriminatory meaning produced by the connection between the
characters and “vegetable soup”.

Future research can further construct corpora that contain more implicit attack targets and implicit
hateful expressions. This can enhance the model’s understanding of complex memes, contextual
cues, and the mapping between protected groups and hateful meanings, thereby improving its ability
to detect highly implicit hateful memes.

I LIMITATIONS AND FUTURE WORK

However, existing MLLMs and ProKDA still struggle with highly implicit hateful memes, espe-
cially in identifying implicit attack targets and their protected groups. Future work will build meme
corpora with more implicit hateful samples to improve reasoning over complex hateful intent.

J ETHICAL STATEMENT

Social impact. ProKDA can help automatically identify and mitigate harmful online content, re-
ducing the spread of hate speech. By providing both predictions and explanations, the system can
help build safer online environments and reduce the workload of human content moderators. We be-
lieve such systems have positive value for promoting respectful communication and healthy digital
communities.

Intended use. We will apply strict access control to the model release, making it available only to
researchers who agree to the terms of use. These terms clearly state that the system can only be used
for hate speech detection and prevention. Any use that encourages, tolerates, or spreads hate speech
or other harmful content is strictly prohibited.

Misuse risks. Although ProKDA is not designed to introduce bias, its training data may contain
social biases or annotator biases (Pramanick et al., 2021), which may further affect model predic-
tions. To reduce the risk of unfair or disproportionate content moderation, human oversight should
be included in real-world deployment.

Deployment considerations. Judgments of hateful content are often influenced by cultural back-
ground, linguistic context, and subjective interpretation. The same expression may have different
meanings in different contexts. Therefore, when deploying such systems in multicultural and multi-
lingual settings, careful review and adaptation based on specific community norms are required.
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Dataset use. The HMC, MAMI, and PrideMM datasets used in this study are constructed for
research purposes and aim to support research on online hate speech detection. We strictly follow
the terms of use specified by the authors of each dataset.

Q: What is the meme trying to convey? Is this meme hateful? If yes, how do the meme image and text 
work together to convey hate? 

No

It is a humorous observation about the versatility of a sandwich maker that doubles 
as an ironing board. The humor comes from the unexpected and practical dual use  of

Prediction: 

Explanation:

Qwen2.5-VL-7B

a common kitchen appliance. The meme does not contain any elements that promote hatred or discrimination 
against any group. Instead, it plays on the idea of multitasking in a lighthearted way.

Hateful

Yes

The image depicts a woman lying on grass with her shadow cast in a way that resembles a cat, which is used as a 
visual cue to mockingly suggest that she is a "sandwich maker" who doubles as an "ironing board." The text 
reinforces this dehumanizing comparison by framing the woman's physical appearance and posture as a tool for 
household chores, reducing her identity to a stereotype of domestic servitude. Together, the visual and textual 
elements ridicule women by implying that their primary value lies in fulfilling traditional gender roles associated 
with cooking and cleaning, while simultaneously objectifying them through the metaphor of a "sandwich maker" and 
"ironing board". This combination constitutes an attack by perpetuating harmful stereotypes and undermining the 
dignity of women through humor that trivializes their humanity and societal contributions."

Prediction: 

Explanation:

w/ Stage 1

Yes

The image depicts a woman lying on grass with her shadow cast in a way that resembles a cat, which is used as a 
visual cue to mockingly suggest that she is a "sandwich maker" who doubles as an "ironing board." The text 
reinforces this dehumanizing comparison by framing the woman's physical appearance and posture as a tool for 
household chores, reducing her identity to a stereotype of domestic servitude. Together, the visual and textual 
elements ridicule women by implying that their primary value lies in fulfilling traditional gender roles associated 
with cooking and cleaning, while simultaneously objectifying them through the metaphor of a "sandwich maker" and 
"ironing board". This combination constitutes an attack by perpetuating harmful stereotypes and undermining the 
dignity of women through humor that trivializes their humanity and societal contributions.

Prediction: 

Explanation:

ProKDA

Figure 8: Case study 1: predictions and explanations by Qwen2.5-VL-7B, w/ Stage 1, and ProKDA.

Q: What is the meme trying to convey? Is this meme hateful? If yes, how do the meme image and text 
work together to convey hate? 

No

The meme is not intended to be hateful but rather to express a critical perspective on 
security measures following a significant historical event.  The meme does not use any 
overtly offensive language or imagery to convey hate. Instead, it uses the gravity of the 
event and the subsequent discussion about security to make a point about the nature of 
safety and security measures. The intent seems to be more about raising awareness or 
debate rather than expressing hatred towards any group or individual.

Prediction: 

Explanation:

Qwen2.5-VL-7B

Hateful

Yes

The image depicts the 9/11 attacks, a catastrophic event where 19 individuals hijacked planes and crashed them into 
the Twin Towers, resulting in the deaths of thousands. The text references this tragedy by stating that these 
individuals were allowed into the U.S., implying negligence or error in immigration policies. It further generalizes 
this incident by suggesting that allowing everyone into the country compromises safety, framing immigrants as 
potential threats. Together, the visual and textual elements evoke the emotional weight of 9/11 while using it as a 
metaphor to vilify immigrants, portraying them as untrustworthy and dangerous. This combination constitutes an 
attack by leveraging a historical tragedy to reinforce xenophobic stereotypes and fear-mongering about immigrants.

Prediction: 

Explanation:

w/ Stage 1

Yes

The image depicts the 9/11 attacks, a tragic event where 19 individuals hijacked planes and crashed them into the 
Twin Towers, resulting in the deaths of thousands. The text explicitly references these 19 people as ""allowed into 
the US who should not have been,"" framing their presence as a mistake that led to the tragedy. By associating the 
victims with the attack, the meme implicitly targets Muslims, as many of the hijackers were identified as being of 
Muslim origin. The combination of the visual cue—the iconic imagery of the 9/11 attacks—and the textual accusation 
creates a direct association between Muslims and terrorism, perpetuating a harmful stereotype that unfairly 
generalizes an entire group based on the actions of a few individuals. This reinforces prejudice and dehumanization, 
making the meme a hateful expression.

Prediction: 

Explanation:

ProKDA

Figure 9: Case study 2: predictions and explanations by Qwen2.5-VL-7B, w/ Stage 1, and ProKDA.
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Q: What is the meme trying to convey? Is this meme hateful? If yes, how do the meme image and 
text work together to convey hate? 

No

The text "abnormal vs normal" is likely meant to be humorous or thought-provoking 
rather  than to  promote hate.  The  image  shows  two  women  in  different  styles  of 

Prediction: 

Explanation:

Qwen2.5-VL-7B

Hateful

Yes

The image depicts two women standing side by side in an alleyway, with one wearing a hijab and the other dressed 
in Western-style clothing. The text "abnormal vs normal" juxtaposes these two figures, implying that the woman 
wearing the hijab represents "abnormality" while the other represents "normalcy." This visual and textual pairing 
reinforces a harmful stereotype that equates the hijab with deviance or inferiority, contrasting it against Western 
attire as the standard of normalcy. By framing the hijab-wearing woman as abnormal, the meme perpetuates a 
discriminatory narrative that marginalizes Muslims and their cultural practices, fostering prejudice and exclusion.

Prediction: 

Explanation:

w/ Stage 1

Yes

The image depicts two women standing side by side, with no visible differences in their appearance or behavior that 
would suggest any form of abnormality. The text "abnormal vs normal" explicitly labels one of the women as 
"abnormal," which is a derogatory and dehumanizing statement. By juxtaposing the two women in this manner, the 
meme implies that the individual wearing a hijab is inferior or deviant compared to the other woman, who is labeled 
as "normal." This combination of visual and textual elements reinforces harmful stereotypes and perpetuates 
discrimination against Muslims, particularly those who wear hijabs, by suggesting that their identity or practices are 
inherently abnormal or unacceptable.

Prediction: 

Explanation:

ProKDA

clothing, but there is no indication that one style is inherently better or worse than the other. The meme is more 
about contrasting fashion choices rather than making a judgment about who is abnormal or normal. The humor 
comes from the juxtaposition of the two styles, which can be seen as a playful commentary on individuality and 
personal expression.

Figure 10: Case study 3: predictions and explanations by Qwen2.5-VL-7B, w/ Stage 1, and
ProKDA.

Q: What is the meme trying to convey? Is this meme hateful? If yes, how do the meme image and text 
work together to convey hate? 

No

The meme uses a humorous comparison between the appearance of certain types of 
bombs and the concept of "crispy rice." The text "i like my rice crispy please" is a playful

Prediction: 

Explanation:

Qwen2.5-VL-7B

Hateful

No

The image depicts various models of nuclear bombs, which are typically associated with destruction and violence. 
The text, "i like my rice crispy please" humorously juxtaposes the serious imagery of weapons with a casual, 
lighthearted request for crispy rice, a common food item. This contrast creates an absurd and ironic tone, as the 
phrase trivializes the destructive power of the bombs by framing it in the context of a mundane preference. The 
interaction between the visual and textual elements highlights the incongruity, making the meme humorous rather 
than hateful.

Prediction: 

Explanation:

w/ Stage 1

Yes

The image depicts the atomic bombs dropped on Hiroshima and Nagasaki during World War II, which caused 
immense destruction and loss of life. The text, "i like my rice crispy please" uses a casual tone to trivialize the horrific 
events by likening the mass killings to the act of cooking rice, specifically in a way that implies preference for 
"crispy" results. This combination of visual and textual elements dehumanizes the victims of the bombings, reducing 
their suffering to a grotesque joke. By juxtaposing the imagery of war with a mundane food-related phrase, the 
meme conveys a hateful meaning that mocks the gravity of historical atrocities, perpetuating insensitivity toward the 
Japanese community affected by these events.

Prediction: 

Explanation:

ProKDA

reference to the preference for crispy rice cereal, which is a popular breakfast food. The meme juxtaposes this with 
images of bombs that have a similar appearance to crispy rice, suggesting a humorous and light-hearted take on the 
visual similarity rather than any form of hate or discrimination.

Figure 11: Case study 4: predictions and explanations by Qwen2.5-VL-7B, w/ Stage 1, and
ProKDA.
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Q: What is the meme trying to convey? Is this meme hateful? If yes, how do the meme image 
and text work together to convey hate? 

No

The meme is making a humorous statement about the stereotype that men should be 
responsible  for household  chores,  specifically  loading  the  dishwasher. The text "a

Prediction: 

Explanation:

Qwen2.5-VL-7B

Hateful

No

The image shows a person lying on a bed with their feet prominently displayed, suggesting relaxation or exhaustion 
after a day's work. The text, "a real man loads the dishwasher every night," humorously challenges traditional 
gender stereotypes by implying that men should contribute to household chores, specifically dishwashing, as part of 
their responsibility. Together, the visual and textual elements create a playful commentary on gender roles, using the 
image of someone resting to humorously suggest that even men who might prefer relaxation still have a role in 
domestic tasks. This meme does not express hatred but rather uses humor to promote a more inclusive and balanced 
perspective on household responsibilities.

Prediction: 

Explanation:

w/ Stage 1

Yes

The image depicts a man lying on a bed, which visually reinforces the stereotype of inactivity or passivity associated 
with men. The text, "a real man loads the dishwasher every night," uses the term "dishwasher" as a metaphor for 
women, reducing them to objects of domestic utility and implying that their primary role is household chores. 
Together, the image and text create a harmful narrative that dehumanizes women by equating them to appliances. 
This combination constitutes an attack on women by reinforcing gender-based stereotypes and promoting 
misogynistic attitudes.

Prediction: 

Explanation:

ProKDA

real man loads the dishwasher every night" is meant to be a playful exaggeration of this stereotype. The image of a 
person lying on a bed with their feet up does not contribute to any form of hate or discrimination. Instead, it adds to 
the humor by contrasting the idea of a "real man" with the act of doing housework, which is often associated with 
women in traditional gender roles.

Figure 12: Case study 5: predictions and explanations by Qwen2.5-VL-7B, w/ Stage 1, and
ProKDA.

Q: What is the meme trying to convey? Is this meme hateful? If yes, how do the meme image 
and text work together to convey hate? 

No

The image shows a U.S. Border Patrol agent interacting with a group of people who 
appear to be seeking asylum or refuge at the border. The text "family trip in mexico"

Prediction: 

Explanation:

Qwen2.5-VL-7B

Hateful

No

The image depicts a group of individuals, including children, standing near a U.S.-Mexico border fence, with a 
Border Patrol agent visible in the foreground. The text, "family trip in Mexico" uses irony to highlight the 
juxtaposition between the idea of a leisurely family vacation and the serious context of migration and border 
enforcement. Together, the image and text create a satirical commentary on the complexities of migration policies 
and the human cost of border control, without expressing hateful sentiment toward any group.

Prediction: 

Explanation:

w/ Stage 1

Yes

The image depicts a group of migrants, including adults and children, standing near a U.S.-Mexico border fence, 
with a Border Patrol agent present. The text, "family trip in mexico" sarcastically frames their presence as a vacation, 
trivializing the serious and often dangerous circumstances of migration. By juxtaposing the visual of a vulnerable 
group with the dismissive language, the meme dehumanizes the migrants, reducing their struggles to a joke. This 
combination of imagery and text conveys a hateful message by mocking the plight of refugees and migrants, 
perpetuating harmful stereotypes and insensitivity toward their hardships.

Prediction: 

Explanation:

ProKDA

is a humorous and ironic caption that plays on the idea of a family vacation, which contrasts sharply with the serious 
and somber reality depicted in the image. This juxtaposition is meant to highlight the absurdity and the stark 
contrast between the intended purpose of a family trip and the harsh realities faced by those seeking safety and 
protection. The meme uses humor to draw attention to the issue rather than to spread hate.

Figure 13: Case study 6: predictions and explanations by Qwen2.5-VL-7B, w/ Stage 1, and
ProKDA.
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Q: What is the meme trying to convey? Is this meme hateful? If yes, how do the meme image 
and text work together to convey hate? 

No

The text "potato is my favorite color of the alphabet" is a play on words. It's a 
humorous statement that uses the word "potato" as a pun, implying that the person

Prediction: 

Explanation:

Qwen2.5-VL-7B

Hateful

No

The image features a person with a neutral or slightly amused expression, which complements the humorous tone of 
the text. The meme text, "potato is my favorite color of the alphabet," uses wordplay by referencing the letter "P" in 
the alphabet, which sounds similar to "potato." This creates a playful and absurd connection between food and 
language, making the joke lighthearted and amusing. The image and text create a harmless and entertaining meme 
that relies on linguistic creativity rather than any offensive or harmful intent.

Prediction: 

Explanation:

w/ Stage 1

No

The image features a person with a neutral or slightly amused expression, which complements the humorous tone of 
the meme text. The text, "potato is my favorite color of the alphabet," uses wordplay by referring to the letter "P" as 
"potato," a common internet meme trope that humorously misidentifies letters in the alphabet. The visual and 
textual elements interact to create a lighthearted and playful meme, as the image's neutral demeanor does not 
detract from the humor but rather complements it by suggesting a casual, everyday context for the joke. There is no 
indication of malice or targeting any individual or group, making the meme entirely non-hateful.

Prediction: 

Explanation:

ProKDA

finds the letter "P" in the alphabet to be their favorite color. This is a light-hearted joke and does not convey any 
form of hate or discrimination. The meme image and text work together to create a funny and relatable statement 
without any negative connotations.

Figure 14: Error case 1: incorrect predictions and explanations by Qwen2.5-VL-7B, w/ Stage 1, and
ProKDA.

Q: What is the meme trying to convey? Is this meme hateful? If yes, how do the meme image and text work 
together to convey hate? 

No

The image of a goat with the text "thank god my ass needed a break" is a humorous take on the phrase 
"thank God I needed a break," which is often used in a lighthearted manner to express relief or 
gratitude for taking a break from  something.  The  humor comes  from the unexpected and somewhat

Prediction: 

Explanation:

Qwen2.5-VL-7B

Hateful

No

The image features a goat with a humorous expression, which is often used in memes to convey a sense of relief or 
satisfaction. The text, "thank god my ass needed a break," uses informal language and a double entendre, implying 
gratitude for a physical or emotional release, likely tied to the goat's natural behavior. This meme does not target or 
demean any individual or group, instead relying on humor derived from the goat's appearance and the wordplay in 
the text.

Prediction: 

Explanation:

w/ Stage 1

No

The image features a goat with a neutral or slightly amused expression, which serves as the visual focal point. The 
text, "thank god my ass needed a break," uses informal language and humorously anthropomorphizes the goat, 
implying it is expressing relief or satisfaction about taking a break. The interaction between the goat's expression 
and the text creates a lighthearted and relatable tone, as if the goat is sharing its personal experience of needing rest. 
This meme does not target or demean any individual or group, making it non-hateful in nature.

Prediction: 

Explanation:

ProKDA

absurd context of a goat being the subject of such a statement. The meme does not target any specific group or 
individual but instead uses a playful twist on a common expression.

Figure 15: Error case 2: incorrect predictions and explanations by Qwen2.5-VL-7B, w/ Stage 1, and
ProKDA.
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Q: What is the meme trying to convey? Is this meme hateful? If yes, how do the meme image 
and text work together to convey hate? 

No

The image shows two individuals in a kitchen setting, one of whom appears to be 
wearing an apron, suggesting t hey  might  be  cooking  or  preparing  food.  The  text

Prediction: 

Explanation:

Qwen2.5-VL-7B

Hateful

No

The image depicts two individuals in a kitchen setting, with one person leaning casually against a coffee machine 
while the other stands nearby, wearing an apron, suggesting a collaborative or professional environment. The text, 
"today we are making vegetable soup," humorously implies that the individuals are preparing food, possibly for a 
meal or event. The interaction between the visual cues and the text creates a lighthearted tone, emphasizing 
teamwork or shared effort in cooking. This meme does not convey any hateful meaning.

Prediction: 

Explanation:

w/ Stage 1

No

The image shows two individuals in a kitchen setting, both wearing aprons, suggesting they are engaged in food 
preparation. The text, "today we are making vegetable soup," provides context for their activity, indicating a 
collaborative effort in cooking. Together, the visual and textual elements convey a simple, positive message about 
teamwork and shared responsibility in preparing a meal. There are no elements in the image or text that imply 
negativity or mockery, ensuring the meme does not convey any hateful meaning.

Prediction: 

Explanation:

ProKDA

"today we are making vegetable soup" indicates that they are engaged in a cooking activity, likely a shared 
experience. There is no content in the image or text that conveys any form of hate or discrimination.

Figure 16: Error case 3: incorrect predictions and explanations by Qwen2.5-VL-7B, w/ Stage 1, and
ProKDA.
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